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Executive Summary 
 
For my final project, I decided to develop a web data scraper to build a large index of rental listings 
nationwide.  Then I also scrape MLS for-sale real estate listings.  Finally, I developed an algorithm to 
identify geographically relevant rental comps for each for sale listing and using these comps I am able to 
make a fairly accurate projection of the rental value of the listed for-sale property.   
 
Since this whole process is automated, I can then sort the for-sale properties based on the strongest 
rental returns in an area.  This information should be fairly valuable for real estate investment purposes, 
as it will drastically reduce and narrow the time spent looking through general sales listings aimlessly.  
Using this VBA automation, I can spend my time on what will likely be the most profitable activities. 
 

In developing the data harvester, I had the following goals: 
1. I wanted to be able to build an automated tool that could retrieve real estate for-sale listings 

nationwide. 
2. With these retrieved listings, I wanted a tool that could automatically calculate a projected 

investment return on the property based on likely rental cash flows and resale value. 
3. Knowing the sale price, the rental value, and the likely resale value – I could then make a total 

property value calculation. 
4. If I could run a script to harvest and sort data from a large region, then it would save me massive 

amounts of time in the finding process.  I could start my investment activities with a short list of 
the very best investment return opportunities, and not waste time on less valuable properties. 

5. I needed to make sure the harvester was capable of returning relevant and accurate 
information.  The most critical aspect in order to achieve this goal was to build a robust 
algorithm to be able to project rental valuations with a high degree of confidence. 

 

What the finished product does: 
1. The harvester is capable of finding large volumes of rental listings.  My algorithm relies on 

statistical confidence intervals, and a larger sample size allows for stronger results. 
2. The harvest also has built-in redundancies in order to double check the harvested data – A large 

sample size with a similarly large amount of errors is not very valuable for making projections. 
3. The harvester gathers several basic identifiers for each listing – the square footage of the home, 

the number of bedrooms, the number of bathrooms, the age of the home, the address of the 
home, and the latitude and longitude of the home. 

4. The harvester also has built-in redundancies in the rental value projection algorithm – and as 
such I have built two different methods of identifying comparable rental properties. 

5. Finally, the harvester can return a full set of for-sale listings with accompanying value analysis in 
a city within a 30 minute window.   

 

Major Learning Points: 
1. Learning the details of URL manipulation caused some heartache, but in the end I feel much 

more comfortable at understanding what is going on in a URL.  One problem I ran into was some 



defensive programming from Realtor.com.  Standard URL manipulation didn’t work on this site, 
so I had to learn how to interact with objects to click and move to a new section. 

2. I feel like I understand HTML code a lot better now after this project.  I have no background in 
programming or HTML, but searching through the anchors helped me to learn better what is 
happening on websites. 

3. I have learned a ton about data storage and manipulation.  While I did figure out solutions to 
problems involving analysis of tens of thousands of points of data – I’m sure that there are much 
more elegant and efficient methods to complete these tasks than those that I designed.   

 
 
Details of how the harvester does this: 
 
Rental Harvester 
First, I want to start by describing the process of the rental database harvester.  Before I can start the 
VBA script to collect data for a new market, I need to prepare a few pieces of information.  My main 
source of information is the website: www.homes.com.  Fortunately, this site allows for fairly easy URL 
manipulation when doing my searches.  The basic structure of the URL in a rental search is: 
 
www.homes.com/CITY/STATE/RESIDENTIAL/1 
 
“STATE” is easy – it is just the fully capitalized two letter abbreviation.  “CITY” is the city being searched, 
but this adds a bit more difficulty in that the city entry can give you very limited results.  Take Boise, ID 
for example.  If all I used was the following URL for Boise, then I would miss out on approximately 80% 
of all the rental listings in the greater Boise area: 
 
www.homes.com/BOISE/ID/RESIDENTIAL/1 
 
The reason for this problem is that there are a lot of smaller municipalities in the greater Boise area – 
Highlands, Kuna, Meridian, Star, etc…  Homes.com differentiates these searches by city municipality, 
and NOT just by major region.  So, in order to get a more thorough result, I have to research each 
market that I want to analyze, and find all the cities located within a geographical region.  I decided to 
confine my region by county – as a county generally encompasses an entire metropolitan area.  
Collecting all the city data together, I store the preferred city name as:  
BOISE_BOISE%20HILLS%20VILLAGE_HIGHLANDS_MERIDIAN_ETC…  So, the new URL used to scrape the 
data from this site is as follows: 
 
www.homes.com/BOISE_BOISE%20HILLS%20VILLAGE_BOISE%20JUNCTION...../ID/RESIDENTIAL/1 

 
 
 
 
 

http://www.homes.com/
http://www.homes.com/CITY/STATE/RESIDENTIAL/1
http://www.homes.com/BOISE/ID/RESIDENTIAL/1
http://www.homes.com/BOISE_BOISE%20HILLS%20VILLAGE_BOISE%20JUNCTION...../ID/RESIDENTIAL/1


These preferred “city” name strings are prepared and 
stored on Sheet1, and can be selected from a drop 
down menu. 
 
This returns approximately 10,000 results in the Boise 
area as opposed to only 2,000 results previously. 
 
Once I run the URL search, I then have the following 
steps to do: 

1. Identify the number of results and the number 
of pages – I do this so that I know how many 
times I need to loop and repeat the harvester.  
On the URL above – the number “1” at the 
end of the URL represents the page number.  
Additionally, homes.com is defaulted to 
display 9 results per page.  I use the parsing 
agent (as provided to me by the beloved Gove 
Allen!) in order to search the HTML of the site, 
and locate the total results data – which is 
identifiable by the anchor "Available</a>". 

2. Then, after identifying the number of pages of search results I begin retrieving information.  
Fortunately, the data is listed in a very repeatable and consistent format, allowing me to move 
from item to item.  I retrieve my basic information by repeating the following steps 9 times per 
page: 

a. URL of the individual listing, anchored by "href=""/listing/" 
b. Street address of the listing, which always immediately follows the URL 
c. City, State and Zip of the listing, anchored by "class=""displayCity""><strong>" 
d. The asking rental price of the listing, anchored by “price"">" 
e. The bedrooms and bathrooms data, anchored by "class=""normal"">" 

3. Once this data is retrieved and saved in an array variable I then store each piece of data on an 
excel page.  Additionally, there is a bit of “cleanup” needed as the data from the HTML doesn’t 
come in a perfectly desired format. To perform this cleanup I run a few functions directly within 
the VBA code – using the Replace, Trim, Value, Mid, Find, etc. type functions to get a better and 
more usable final product. 

4. After running my initial query, I begin several processes used to verify the data, and fill in holes.  
I would estimate that only 25% of the data retrieved initially from homes.com comes with no 
missing pieces – sometimes the square footage is missing, or the rooms, or the age of the home.  
Additionally, homes.com has zero latitude / longitude information.  As can be seen below – 
multiple cells show no value from the initial query.  My first step in shoring up the data is to use 
Zillow.com.  In order to interact with Zillow I need to do a few things: 



a. Zillow employs a standard 
user form entry-type 
interface to manually run a 
search.  I could use URL 
manipulation but the 
format of the URL is 
extremely specific and 
difficult to replicate.  
Instead, I located the HTML 
variable that stores input 
data from the user form and I set that variable equal to my address string.  The HTML 
variable is named "citystatezip" 

b. Next, I located the click object in the HTML and use VBA to perform a Click function.  
This click object is called "GOButton" 

c. This allows me to essentially run a manual search of each property and returns the 
desired information.  From here I can retrieve: 

i. Latitude / Longitude 
ii. Zillow’s listing of the number of bedrooms 

iii. Zillow’s listing of the number of bathrooms 
iv. Zillow’s listing of the square footage of the home 
v. Zillow’s listing of the lot size 

d. Finally, I compare this new property information with that retrieved from homes.com.  If 
the data appears to be consistent then I use the Zillow data to fill in any missing holes. 

5. After using Zillow, there is still often a large amount of missing entries regarding the latitude and 
longitude of the property.  I use the same process as described above to interact with another 
site called getLatLon.com.  GetLatLon.com also uses form entry interaction, so I identified the 
form entry variable, named "q", and the click object, named "geocodeForm".   

6. Finally, even after information verification using Zillow and GetLatLon, there remain some 
entries that cannot be verified or still are missing data points.  I save the original data sheet so I 
have every listing – complete and incomplete – and then I run an iteration to remove 
incomplete listings.   

7. Now that I have a table full of complete listings populated, I run another iteration to attempt to 
identify mistakes in the listing information.  Sometimes I will find a rental property with only 1 
square foot of listed space.  Sometimes I will find a listing showing 1 bedroom, 1 bathroom, and 
6,000 total square feet.  Both of these situations are extremely unlikely to actually exist.  And 
even if they did exist these would be such custom and unique properties that they would have 
almost no value in using as valuation comps.  In order to identify these, I run a couple 
calculations – finding the median cost per square feet (rental $$ price /  SqFt) and the median 



average room size (total rooms / SqFt).  Then, I run an iteration through my entire city-wide data 
set – eliminating any entries 3 standard deviations above each mean and 2 standard deviations 
below each mean.  There is a danger in eliminating some correct listings using this method, but I 
would estimate that most of these entries removed are either errors or unusual, custom type 
properties with low comp value. 

8. Now that I have a complete and relevant data set I begin manipulating the data for use in my 
valuation projections.  The first method involves categorizing the data points by zip code.  This 
allows for a bit of a clumsy method of categorizing geographical areas.  A problem with this 
method is that some zip codes encompass only a few city blocks while other zip codes cover 
many square miles of area.  The reasoning behind separating and categorizing data points by zip 
code is that properties within a zip code are more likely to be similar than trying to make 
comparisons and generalizations of an entire city.  In order to organize my data I run a simple 
loop that does the following: 

a. I first sort all the data points by zip code. 
b. Next, I copy the first individual entry to a new page.  
c. Next, I look at the 2nd entry – if it also has the same zip code then I copy this one as well. 
d. I continue copying until the zip code changes. 
e. When the zip code changes I stop temporarily to make several calculations: 

i. Average size of home by square footage 
ii. Average room size (# of rooms / SqFt) 

iii. Average rental price 
iv. Average price per square feet 

f. I then remove outliers – similar to the method that I described previously, removing 
listings more than 3 standard deviations outside the mean. 

g. Finally, I calculate a multi-variable least squares regression line of the remaining data, 
finding the Y intercept and the slopes of the square footage, number of rooms and the 
price. 

h. When the zip code changes to a new location – I repeat the above process. 
9. Almost done with the rental data analysis!  The last step in my analysis is to run a second 

categorization of data points.  Instead of using the zip code to identify relevant geographically 
close properties – I use the latitude and longitude of a for-sale listing and compare it to all rental 
listings that are within 5 miles.  This process can only be done when actively comparing real for-
sale listings.  The previous zip code categorization can be done and stored before harvesting any 
sales listings.  In order to identify close comparable rental listings I do the following: 

a. First, I pull all the rental listings that have previously been stored onto an excel sheet 
and I save those into a large array variable.  For this example, I will assume that I have 
5,000 separate rental listings. 

b. After saving the rental listings into an array, I then compare the latitude and longitude 
of the rental listings one at a time to the for-sale listing in question. 

c. If the distance to the listing falls within the desired distance, I then store this listing in a 
second array. 



d. I prioritize the value of the comps by distance – any listing under 1.5 miles is of highest 
value, from 1.5 to 2.5 miles is secondary, and from 2.5 miles to 5 miles is of lowest 
value. 

e. I compare the stats of this identified rental listing with the for-sale listing.  If it has a 
similar size (square footage), similar # of rooms, and similar age – then I give it the top 
score.  If only one or two of these points are similar, I give it a low score.  If none of 
these data points are similar, I disregard the rental listing. 

f. After checking the for-sale listing to all 5,000 rental listings I then use similar multi-
variable regression calculations of the retrieved comps.  If there are sufficient close 
comps (within 1.5 miles) then I only use those data points for my valuation.  If, however, 
there weren’t very many good close comps I will expand and use the comps in the range 
of 1.5 to 5 miles. 

g. Using the multi-variable regression calculations – I can make an estimation of rental 
value for the for-sale listing in question. 

h. This whole process finished analysis of just one for-sale listing.  I repeat this process for 
each subsequent for-sale listing. 

10. Finally – I take the two separate rental valuation projections (zip code and lat/lon.)  Along the 
way – I record confidence levels for each calculation.  If there is a low sample size for either 
method or a high amount of volatility in price I will see a poor confidence level.  I then calculate 
a correct rental value based on the following: 

a.  If the confidence levels are both strong I will use only the lat/lon method as my 
valuation tool as this is the more thorough method of finding accurate and close comps.   

b. If the confidence level is strong for the zip code method but weak for the lat/lon I will 
take a weighted average.  

c. If both confidence levels are weak I will take a weighted average but flag the listing so I 
can know that my projected rental value likely needs further verification. 

11. Rental data collection and analysis is DONE!!! 
 
 
 
 



HUD.GOV Sales listings: 
 
This process is much simpler than the rental listing process. The steps in here are basically just scraping 
data and storing it.  The details are as follows: 

1. First, I have a couple preset pieces of information to search for HUD listings in a market.  I need 
the county name as well as the state.  This data is stored on my Sheet1 and is selectable through 
a drop down list. 

2. When the VBA script starts, it initially does a web query to determine the number of total HUD 
listings available in a given market.  Since there are 10 listings per page, it is easy to calculate the 
number of pages that will need to be searched. 

3. With the number of pages calculated, I manipulate the URL as I did in the previous section.  The 
basic structure of the HUD URL is as follows:  
www.hudhomestore/HUD/search?pagenumber&county&state/ 

4. Each HUD listing needs to be viewed independently.  This is different from the homes.com 
webpage.  On homes.com they had a fairly comprehensive amount of data in a catalogue type 
listing.  On HUD, the catalogue listing includes very limited amounts of information.  Because of 
this I first scrape ONLY the listing identifier number – called the Case Number.  I retrieve and 
write all these case numbers to Sheet1. 

5. After retrieving all the individual case numbers, I start pulling web queries for each case.  The 
URL is as follows:  
www.hudhomestore/HUD/search?caseNumber 

6. Once inside the individual case number, I retrieve the same basic type information as in the 
rental listings: 

a. Street addressed, anchored by the HTML text "lblAddress"">" 
b. Beds and Baths info, anchored by "lblBedBath"">" 
c. Square footage, anchored by "lblSqft"">" 
d. Year built, anchored by "lblYear"">" 
e. Property type, anchored by "lblPropertyDesign"">" 
f. HOA fees listed, anchored by "lblHOAFees"">" 
g. Sales Price, anchored by "lblPrice"">" 
h. Estimated repairs, anchored by "lblRepairEscrow"">" 

7. I store this data in an array, and then do some cleanup – again using Replace, Trim, Find, Mid, 
Value, etc. type functions to pull out the desired information in a usable format. 

8. Since HUD doesn’t provide Lat/Lon information, I then run my Lat/Lon sub procedure to include 
this data for each listing as well. 

9. I do NOT currently cross-check data for HUD listings to Zillow, as HUD listings are generally fairly 
accurate in their data. 

10. Finally, I format and sort the table of HUD sales listings, and add formulas that calculate cash 
flows, expenses, tax information, etc. 

 
Realtor.com Sales Listings: 
 
The last place I go to search for sales listings in realtor.com.  This site is the major listing site I use to 
retrieve sales listing data.  The steps for retrieving data here are very similar to those I use at HUD.gov. 
 

1. First, I have a couple preset pieces of information to search for HUD listings in a market.  I need 
the zip code as well as the state.  This data is stored on my Sheet1 and is selectable through a 
drop down list.  This data needs to be prepared for a market, prior to running a search. 



2. As with the HUD searches, when the VBA script starts it initially does a web query to determine 
the number of total sales listings available in a given market.  On Realtor.com there are 50 
listings per page.  I follow a similar type process to repeat the queries as I pull data from the site. 

3. With the number of pages calculated, I manipulate the URL as I did in the previous section.  The 
basic structure of the Realtor.com URL is as follows:  
www.realtor/homesearches/ZIP/STATE/Page#/ 

4. Fortunately, Realtor also offers a thorough amount of data in its catalogue form.  That means I 
don’t need to query each individual listing.  From the catalogue view I pull:  

a. Listing ID, anchored by "lid\"":\" 
b. Date posted, anchored by "recentDate\"":\" 
c. Latitude, anchored by "Latitude"":" 
d. Listing Square Feet, anchored by "ListingSqft" 
e. Longitude, anchored by "Long" 
f. Lot size, anchored by "LotSqft" 
g. Sales price, anchored by "ropertyPrice"":" 
h. Year built, anchored by "YearBuilt"":" 
i. Number of bathrooms, anchored by "bath" 
j. Number of bedrooms, anchored by “beds” 
k. Listing URL, anchored by "detailpageURL"":""\" 

5. I store this data in an array, and then do some cleanup as I did in the other query – again using 
Replace, Trim, Find, Mid, Value, etc. type functions to pull out the desired information in a 
usable format.  The table below shows some raw data that is missing a few pieces of 
information – from bedroom and bathroom information to the square footage of a property to 
the latitude / longitude information. 

 
6. So, after populating the initial table, I generally do need to “fill-in” a few missing pieces here and 

there.  I use Zillow and GetLatLon for these steps here – just as I did for the other listings. 
7. Finally, I format and sort the table of Realtor.com sales listings, and add formulas that calculate 

cash flows, expenses, tax information, etc. 
 


