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Craigslist Job Meta-Search 

Summary:  
April is here and the job search is starting to get frantic. In the past I have found that popular job sites 

like Monster.com are too competitive to justify sending proposals. I like the local feel of Craigslist but 

find it almost impossible to do a nationwide search for potential employers. I wanted to build an 

instrument that would search all of Craigslist at once and return only the relevant hits, along with a url 

for the job posting. This would dramatically improve my ability to find unique job openings not listed in 

the more popular databases. 

Now that I have a working version of the tool, it won’t be hard to create tabs on the user form to search 

for other types of Craigslist content, like housing and items for sale. 

Project Details: 

Workbook Structure: this product will request search parameters through a user form and 

returning results as a printable worksheet report. A hidden tab will hold the results from the web query 

long enough to parse them into the report, and another tab contains information on the various Craiglist 

subdomains to search. 

The report tab shows the location searched (state, country, or “global”), the keyword searched, start 

and finish time for the entire search, and the number of hits. The results list shows location, url, and title 

of each posting found. 

 

User Form: Upon opening the workbook, the user form will initialize and load all of the available 

states and countries to search. The user will be prompted to enter a search term and select a location to 

search, or opt to search all Craigslist city sites. They may also restrict the search to telecommute, 

contract, internship, part-time, or nonprofit jobs. To retrieve as many hits as possible users may search 

the entire post or to get more relevant results they may restrict the search to listing titles only. Each of 

these options appends a code to the search url to modify the search query. 
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Date Restriction: Users may also restrict results to any posted after a specified date, by selecting 

that date in the Date-Picker control on the user form. When we parse the results into the final report, 

the compiler looks at the first six letters of the posting, trims them, and converts them to date format. If 

the date is before the cutoff, then that posting isn’t included in the report and the query stops parsing 

results from that particular query.  

Location Selection: On the first column of the “Subdomains” tab is a list of Craigslist subdomains, 

and the next column shows the city and state (or country) for that subdomain.  The subdomains are 

sorted alphabetically by state (or country). Also on the “Subdomains” tab is a list of states and countries 

for which there are Craigslist sites, along with the 

number of subdomains for each location and the starting 

row for each. When the user selects a state or country to 

search, the query will lookup that location in the 

“Subdomains” tab and load an array of subdomains, 

starting at the given row number and extending through 

the given number of subdomains for that location. If the 

user selects the “global search” option, the subdomains 

array will simply load all available sites. 

Data Query: Craigslist search URLs have the following format: 

[subdomain].craigslist.org/search/?query=[keyword]&catAbb=jjj[appended search modifiers]  

I loop through each subdomain in the array, inserting the keyword specified in the text box, and append 

any relevant search modifiers selected in the user form. I then pull the web query results into a new tab 

and parse the data into the final report. This process repeats itself until I reach the end of the 

subdomains array. 

Data Parse: every time I load a new web query, the results are parsed into the final report. This 

process first checks to see if there were any results. If not, it terminates and goes to the next query. 

Craigslist search results pages appear to come in four formats (i.e., which line do the results start on), 

depending on the number of search results: specifically, if more than one page of results is found,  there 

Region AbbreviationNumber Row Start

Alberta, Can AB 1 2

Alaska AK 1 3

Alabama AL 6 4

Arkansas AR 2 10

Arizona AZ 4 12

California CA 21 16

Colorado CO 6 37
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will be a few more lines on the page allowing you to navigate between them. I created some logic 

statements to figure out which type of results I had retrieved, so the parsing starts on the correct line. 

The parsing script then advances through each line in the results, copying non-empty lines over to the 

report page (as long as they were posted after the cutoff date) until it gets to the end of the results. 

When I copy the listing title over I also enter the location and url for that posting, converting them into 

hyperlinks. 

 

Timestamps: For informational purposes I include a few timestamps in the final report: one when 

the search begins and one when it ends. I can then calculate how long the entire process took, and 

divide that by the total number of hits. The most time-intensive part of the process is the web query, 

and on slow internet connections each subdomain query takes 1-2 seconds. At the end of the process a 

message box appears to alert the user and show a count of the results. In its current state, most non-

global queries can be completed in 3 to 30 seconds. 

Printing: A control button on the final report allows the user to prepare the report for printing. It will 

set the print area to include the search results and format the page setup to print one page wide and as 

many pages long (with 34 results per page). The user will be taken to print preview and will only need to 

click the “print” button and select a printer. 

Principles Learned: 
This project was an invaluable experience. At first I jumped into the code without listing requirements, 

and quickly ran into problems. I learned how important objectives and requirements are. I also learned 

to build one component at a time and test it before moving on to the next. After the first (slow) version 

was completed I realized that there are fast and slow ways to do many things, and the macro recorder 

usually gives me the slow one. In general, I should only activate or select cells if I absolutely have to. 
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Here are the technical principles I learned from this project: 

• creating a dynamically-sized array from a larger one 

• Manipulating URLs in web queries 

• Using timestamps to diagnose time usage 

• Concisely assigning values to variables through the find method 

• Custom control forms like the Date Picker 

• Converting parsed text into dates 

• Create macros to work with page setup and printing 

Difficulties: 

I spent between 40 – 60 hours on this project, mostly because I had never done something like this 

before. A similar project would probably now take me a day or two.  

When I completed the first version of the workbook, I was frustrated by how long a query would take. I 

inserted time stamps into almost every step of the process to locate where the hang-ups were. I realized 

that when I parsed the data I was activating each row as I copied values, moving down with each 

iteration. I created a variable that increased with each iteration, to reference the row instead of 

activating it, and that decreased the parsing time for each listing from 1.5 seconds to milliseconds. At 

that point the main determinant of running time was the web query, and I couldn’t find any ways to 

speed that up. I am relatively satisfied with the running time. 

The global search is still somewhat problematic. You need a very fast connection to complete the search 

or it will time out. I don’t think there is much more to be done about that. The number of results has 

little to do with it – it will always take some time to complete 266 web queries. 

You’ll notice when you click on the url for a listing you go to the search results page, not the actual 

listing page. I originally planned on grabbing the actual url of each posting. I did a test run, downloading 

the html of the search results page and parsing out the url for each posting. This more than doubled the 

query time (since I was downloading and parsing the page twice) and I wasn’t always able to match the 

url from the html file with the listing title. I instead opted for the search query page, which will suffice 

for now. Also, it is surprisingly difficult to place a hyperlink in a cell. After awhile I finally discovered the 

hyperlink method. 


